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$20,000 each in 2000/01 and 2001/02.

2
CMS  had to loan  UCS $ 10,000  during 20 01/02 fo r UCS to  come up  with its half.
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HUMBOLDT STATE UNIVERSITY
INFORMATION TECHNOLOGY SERVICES

SERVER CONSOLIDATION/MIGRATION PLAN
[Draft – WCC, 6/15/03]

Humboldt State Unive rsity’s Information  Techno logy Plan, TechPlan 2003, was approved by the University Executive

Committee on February 6, 2003.  It called for Information Technology Services (ITS) to develop a plan to migrate from

its current central computing environment to a clustered server environment that will provide the campus with a

compu ting architecture  that can sustain its o perations into  the foreseea ble future. 

ITS has developed a plan to migrate to a clustered server environment in five phases.  The new enviro nment will consist

of multiple Intel-based servers with load balancing, automatic fail-over, hot swapping, and suitable redundancy; a Linux

operating system; and o pen sourc e software wh ere availab le.  The five p hases can b e impleme nted in three to five years

(three years would represent implementation via a death march; five years would allow project completion at the same

time existing central computing hardware reaches the end of its expected life).  Implementation over five years would

require incremental funding of about $1.56m over and above the current allocation to  ITS for c entral comp uting suppo rt.

History

In 1995, Humboldt purchased four Digital Alpha 2100 co mputer systems running Digital Unix: laurel, to support the

Banner Student Information System and Finan cial Aid System ; axe, to provide stu dent electro nic mail service s; sorrel,

to be the University Web server; and redwood, to provide  instructional co mputing.  Prior to th at time, administrative

services and adm inistrative e-mail we re suppo rted on a S equent,  and faculty  e-mail and instructional computing were

supported on a Digital VAX.  Only students approved by a faculty member could have an e-mail account, and, of course,

there had been no Web  services.  The campus paid for the four machines over five years at approximately $250,000/year.

These  funds were held centrally b y the Univers ity and never made a part of the University Computing Services (UCS,

a department within ITS)  budget.  Once the contract was paid, the UCS central computing budget was permanently

augmented by $40,000/year as its funding to acquire new hard ware.  Ove r the years, these fun ds have be en used to

upgrade the Digital Alphas with new processors, additional memory, and additional d isks.  Typically,  processor upgrades

were made to laurel and the old laurel processors trickled do wn to which ever one o f the other machines was most

underpo wered at the  time.  This kep t laurel as the on-going “newest” machine at UCS.

In 1997, Humboldt purchased a Digital Alpha 2100 computer system running Op enVM S: jacks, to host the Information

Associates F inancial Rec ords System  provided  and supp orted by the  Chancello r’s Office.  It replaced a Digital VAX.

The campus provided UCS with  $95,000 in one-time funding for this purchase.

In 2000, the campus purchased a Comp aq ES-4 0 comp uter system runn ing Digital U nix: willow, to be the database server

for the student administrative systems.  This allowed laurel to be the student administrative systems application server

without also having to  process the database transactions.  The machine cost $110,000, $70,000 of which was new money

from the campus and $40,000 which came from the UCS central computing hardware budget1.  The combination of

willow and laurel provided sufficient processing capacity for Humboldt to implement the graphical user interface version

of Banner along w ith Web acce ss for students, faculty, and advisors.

In 2002, sorrel became unstable due to repeated heat stress events.  UCS, fro m its central co mputing ha rdware b udget,

and the Common Management System (CMS) project split the $60,0002 cost of a new Compaq ES-40 computer system

running Digital Unix to replace it: newweb .  During the sa me perio d, axe became unstable for the same reason, and the
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 Because it has only one computer using OpenVMS, UCS has in the past hired an independent contractor

to perform major system upgrades when necessary and maintains expertise in-house sufficient only to apply system

patches.

Page 2 of  11

Presiden t’s Office pro vided $6 0,000 to  UCS to  purchase a nother Co mpaq E S-40 runn ing Digital U nix to replac e it:

newaxe.

During this same perio d of time, U CS was ex panding its se rver farm.  UCS no w is suppor ting multiple serv ers for dom ain

name service (DNS), lightweight directory access protocol (LDAP), course management systems (BlackBoard), Web-

based mail (both WebMail and SquirrelMail at the moment), signatures and forms, Kerberos (authentication), touch-

tone/voice-response, streaming media, content distribution (CD tower), various testing and developme nt environments,

optical scanning, etc.  These servers operate on a mix of operating systems, including Digital Unix, Linux, and several

versions of Windows.  In addition to using some of the $40,000/year in the central computing hardware budget, UCS

has used creative appro aches for acquiring these  systems, including partially building some of them from parts scavenged

from the original four Alphas, getting other offices to pay for them (the DNS server was a gift from Extended Education

in return for providing EE with computing lab support, another server was provided by the Chancellor’s Office when

UCS agreed to host the systemwide service learning Web  site), and raidin g its own ope rating expen ses budge t normally

used to pro vide deskto p comp uters, office equ ipment, and  training for its own  staff.

Need for Change

UCS cannot sustain  central com puting ope rations and s ervices inde finitely with this infrastructure .  The shee r comple xity

of the environment, the facts that some of the computers supporting mission-critical applications suffered the same heat

stress that destabilized sorrel and axe and are just as old, and the infrastructure is overly dependent on the whims of

vendors all argue for migrating to a new architecture.

  • Com plexity

The description above of the existing infrastructure should provide some indication of the complexity of the

current com puting enviro nment.  Th e most critical c omplexity  factor is the number of operating systems that

are in use: OpenVMS, two versions of Unix (Digital Unix  and Linux), and multiple versions of Windows

(Windows NT on most servers, but a modified version on the BlackBoard server for which BlackBoard

provides separate patches from those provided by Microsoft, an early version of Windows on the touch-

tone/voice-response system because Humboldt no longer contracts for vendor support, and even a version of

DOS on one of the optical scanners).

UCS only has one systems administrator to manage all of its central computers. When all it had to manage were

four Alpha 21 00s, all running  the same rele ase of Digit al  Unix, that was sufficient. 3  There is no way one

systems administrator can keep pace with the support needs of the equipment installed today.  Therefore, he

focuses his intention on supporting the Digital Unix computers and responsibility for the Windows and Linux

computers is allocated to the UCS a nalyst/programmers.   This results in  an environm ent where it is very d ifficult

to  coordinate updates and lines of responsibility can become blurred.  Also, because different people are

responsib le for different operating systems (or versions) on different machines, and because the

analyst/progr ammers’ p rimary respo nsibility is to suppo rt application s software, it  is not possible  for staff to

develop the necessary skill sets to backup each other.   Further, be cause the system s administrato r also is

responsib le for security patches, more and more of his time is being dedicated to working on security problems

(in just three years, the proportion of e-mail messages that are SPAM has grown from 15% to over 50%) rather

than tuning the operating systems to make them as productive as possible.

There also is no time to develop new skills or work on new projects.  For example, when UCS was installing

newweb  and newaxe, which were p urchased  with a new disk  managem ent architecture called Storage Area

Network (SAN) s witching, it had to  make an em ergency 15 0-day hire to b ring in the expertise and time to do

the installation.  If UCS  only had to su pport on e operating  system, all system up dates could  be perfo rmed



4
Heat stress should no longer be a problem.  With the completion of the Campus Utility Project, Van Matre

Hall is back  on a single elec trical distribution  system, so it is no lon ger possib le for the electricity to  fail to the air

conditioners while power continues to be provided to the computers.  Further, Telecommunications & Network

Services (TNS, another division within ITS) has installed a back-up generator to protect the central computing and

communications facilities from pow er failures.
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simultaneou sly greatly simplifying the system s administratio n environm ent.  However, even in this simplified

environment, UCS still would need two systems administrators to provide sufficient redundancy of expertise

and time and to keep up with the ever more sophisticated security attacks that the campus is experiencing.

  • Aged, Damaged M achines

As mentioned, during the period of 2001 through 2002, the UCS computer room experienced a number of heat

events.  During the last heat event in June 2002, an air temperature of 92° was recorded 15 feet from the nearest

central processing  unit.4  Subjecting a computer to this kind of heat creates hidden damage.  Although the

computer may not fail immediately, component failures will begin manifesting themselves at an increasing  rate

until the equipment becomes too unstable to use  in a produ ction enviro nment.  W hile it is not possible to point

at a particular heat event and identify it as the cause of a particular computer failure, it is clear that the multip le

heat events expe rienced in the  compute r room we re the cause o f the failure of sorrel and axe.  Both laurel, the

applications server for the student administration systems, and redwood, the instructional support computer

(which includes list serving) suffered  through these  same heat e vents and co uld start exhibiting sim ilar unstable

behavior at any time.

Further, both laurel and redwood are eight years old.  Although they have b een through multiple upgrad es,

including CPU  replacem ents and mem ory replace ments, age d oes have a n impact.  H umbold t County  is shaky

ground and this shaking causes boards in computers to work loo se.  These b oards mu st be reseated  periodica lly

to ensure they are prop erly mounted  in the racks.  H owever, the  act of reseating  a board  causes wea r to its

mounts, thus increasing the likelihood  it will loosen.  Elec tronic com ponents we ar out over  time.  Wh ile laurel

and redwood are performing acceptably at this time, they are uncomfortably suspect for machines that support

mission-critical se rvices.  

UCS has configured willow and newweb  so that either one of them can take over (with manual intervention)

the load of laurel in an emergenc y.  However, because this would reduce the throughput capacity at the same

time the deman d for service s on these ma chines is increa sing, laurel should be  replaced  with an ES-40.  If

redwood fails, UCS can build a replacement machine out of its working parts and the remaining wo rking parts

from sorrel and axe.  Howeve r, this new, constru cted mac hine still would b e an eight year o ld, heat stressed

configuration.  A replacement for redwood, preferably with a computing system capable of large data set

processing, should be acquired.

  • Vendor Dependence

Humboldt’s Alpha 2100 com puters were designed and sold by Digital Equipment Corporation (DEC).  DEC

subseque ntly was purcha sed by Co mpaq C omputer .  Compa q designed  the ES-40  compute rs to be fully

compa tible follow-on computers to the Alpha series.  Hewlett-Packard (HP) has purchased Compaq and has

announced that there will not be a follow-on, compatible computer to the ES series.  Instead , HP intend s to

migrate  its customers either to an HP architecture or an Intel-based architecture.  Although the Alpha/ES series

has been one of the most cost-effective computer architectures for the last ten years, the primary reason UCS

has stayed with it is because UCS staff has so much experienc e with the hard ware and th e Digital Un ix

operating system.  UCS must migrate out of its Alpha/ES architecture within five years because the ES-40s will

then be six to eight years old.  Because it must migrate, it should choose what to migrate to rather than allowing

the vendo r to make tha t decision for it.

The majority of UCS’ other servers use some version of the Windows operating system.  Microsoft now

requires each user who accesses a server which is using a Windows operating system to have a Client Access

License (CAL).  Although the CALs Humboldt uses are discounted due to volume contracting b y the California



Page 4 of  11

State University (CSU), they still are onerous: Hum boldt’s implementation of the B lackBoard co urse

management system uses SQL Server, a Windows operating system, and therefore Humboldt must have a

license for every single one of its students – Humboldt (through the CSU) must pay Microsoft annual rent for

its own studen ts so that those students can attend this university.  Additionally, Microsoft will drop support for

the Window NT  server operating system within a year.  This has forced Humboldt to begin the conversion of

over 70 servers from Windows NT to Windo ws 2000.  Windows 20 00 requires the user to implement

Micros oft’s Active Directory, and UCS, TNS, and the  College and administrative units’ information technology

consultants  have been forced to spend a lot of time over the past year implementing Active Directory so that

they can implement Windows 2000.  Humboldt does not need Active Directory for any other reason except that

it must be there  to impleme nt Wind ows 200 0.  This  situation argue s for Hum boldt to  move to an open source

operating system such as Linux.

Environmental Scan/Configuration Planning

After several months of discussions with vendor representatives, UCS prepared a request for information (RFI) to send

to major hardware manufacturers and suppliers.  Essentially, the RFI described Humboldt’s computing environment and

asked vendors to  provide g uidance o n the design o f an architecture  for the future.  The primary requirements that UCS

placed on the architecture was that it support load balancing, automatic fail-over, and hot swapping.  The RFI expressed

UCS’ preference for a clustered server environment running an open source operating system, but vendors were not

prohibited from submitting responses ba sed on proprietary arc hitectures and operating systems.   Copies of the RFI were

sent to

N Apple Computer

N Dell Computer Corporation

N Gateway Computers

N Radware, Inc. (a pro vider of networking and loa d balancing prod ucts)

N RS-UNIX.com  (an IBM value-added retailer)

N Send Mail, Inc. (a provider of communications software)

N Systems Technology Associates, Inc. (an HP VAR)

N Team Solutions (a Sun Microsystems VAR)

N Veritas Software Corporation (a provider of disk/tape/cluster management software)

N XIOT ECH  (a storage tec hnology co mpany)

Although this is a short list, the major players are all represented.  Further, all the major architectures are represented.

For example, IB M sells  server clusters r unning Linux , mainframes  emulating mu ltiple servers running Linux, and large

servers and mainfra mes runnin g the Microsoft Data center 20 00 ope rating system wh ich allows the as signment of m ultiple

CPUs to individual a pplications w ith multiple  applications all running within a single system.  Sun sells large servers

running Solaris, its proprietary version of Unix (philosophically the same architecture as that of the Alpha/ES series),

as well as clusters of small servers running Linux.  Apple sells servers running OSX, its version of Unix that has been

shown to be fully compatible with Linux.  Dell and Gateway sell multi-server clusters using Linux.

After extensive review, UCS staff determined that the following architectural components are the foundation for planning

Humb oldt’s new ce ntral comp uting environ ment:

1. Clustered servers with load balancing, automatic fail-over, and hot swapping (by server and by ser ver

compo nent) to allow the m aximum in c onfigurability and to minimize the step size of incremental

growth

2. Basic  server component consisting of an Intel-based microcomputer optimized for server performance.

In today’s market, a typical Intel-based server would consist of

N Dual 2.6G Hz Intel Pentium IV processors

N 2 - 4 Gbytes of memory

N Dual 73Gbyte disk for loc al operating system functions and fast loading of application

software
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3. A suppo rted version  of Linux, pre ferably Red  Hat.

4. A shared disk  environme nt that allows all data storage to be accessible from all servers through

Storage Area N etwork (SAN ) switches.

5. Cluster management software 

Using these architectural components, UCS then developed an  initial configuration, implementation schedule, and  cost

estimate using the following design criteria:

1. All hardwa re comp onents will be fu lly redundan t to provide  essentially non-sto p reliability.

2. All applicatio n software will be  comme rcial versions w ith complete  vendor su pport.

3. Each application will have its own p roduction and de velopment/testing environme nts.

Using these architectural components and design criteria, UCS staff developed a five-year plan which would cost

approx imately $7.5m to  implemen t.  This plan would result in a central computing facility which would be “perfect” for

Humb oldt.  Obviou sly, $7.5m is an impossible dream, but a “near perfect” facility for Humboldt should not be.  Indeed,

Humboldt has no choice because Humboldt must migrate from its current central computing environment to a new

environm ent, and it must complete this process within five years – five years is the time its existing equipment will have

reached the end of its useful life.

The Home & Garden Television (HGTV) channel carries a program called Simply C hic.  The pre mise is that it is possible

to have “almost as good” for “nowhere near the price.”  The show typically starts with a tour of a room designed and

furnished for a very wealthy client by an internationally known interior decorator or architect.  The rest of the program

is dedicated to showing how close a creative individual ca n duplicate th e room w ithin the limits of a mid dle-class bud get.

Brass works just as w ell as gold (m aybe better ).  Silk isn’t necessary; linen  will do.  Plyboard can be used instead of teak

if it’s going into a hid den locatio n where no  one will see it.   Original pa intings on the wa ll are truly special, but q uality

prints are nice.

In order to bring down the c osts but not se riously degrade the quality, the following modified design criteria were used

to generate a Simply C hic plan for Humboldt’s central computing migration:

1. All single points of failure that would affect mission-critical applications will be reason ably redund ant.

Other compo nents can sha re fall-back co mpone nts.  For example, if an application requires two servers

to support required throughput, a fully redundant configuration will consist of four servers.  However,

a reasonably redunda nt server would require on ly three servers.  Because  it would be very unlikely that

two of these servers wou ld fail at the same tim e, there almo st always would  be sufficient cap acity to

support throughput with no performance degradation ever ap parent to the  user base.  H owever, if a

switch providing a pathway to data fails, there must be a hot standby that will immediately and

automatically take its place.

2. Open source software should be used to the extent possible.  For exam ple, the com mercial (esse ntially

“unbreakable”) version of SENDM AIL would cost $200,000.  The open source version costs nothing.

3. A shared development/testing environment can be used so long as the development environment is large

enough to duplicate the largest application in the system.  While less than ideal (if development/testing

is being done on the largest application, there would be no capacity for simultaneous

development/testing of any other application), this saves a lot of money and the development/testing

environment can be grown as funds become available.

Using these modified design criteria, the five-year cost for implementing the plan would be approximately $1.9m,

approximately $1.56m of which would need to be new funding (i.e., an augmentation to the UCS budget).
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Project Phasing

It took eight years to build the central computing infrastructure Humboldt has in place now.  It will be a complex

undertaking to replace it and this project cannot happen overnight.  UCS staff has divided the task into five Phases, each

corresponding to a major functional area of the existing infrastructure.  Phase I, building the basic infrastructure, must

be completed first.  After it is in the place, the other phases technically can proceed in any order.  The order given below

appears the most logical because it is responsive to the interplay of the age of some of the existing computers and how

critical the reliability of those particular computers is to the success of the University.  These Phases are diagramed in

Attachment A.  Estimated hardware costs are given in Attachment B.

  • Phase I – Ba sic Infrastructure

Phase I consists or those portions of the infrastructure that must be in place for the rest of the infrastructure to

work.  One way to think of it is in terms of a mainframe architecture: Phase I consists of all the parts of the

mainframe comp uter except for the central proce ssing units.  The compo nents are as follows:

N Firewall .  The firewall consists of a network rou ter with a hot standby and an outward facing

DNS/LDAP server.  The outward facing DNS/LDAP server acts as the initial filter point for blocking

unauthorize d users from  sending trans actions into the  central com puting facility.

N Load Balancers/SS L Accelerators/Intern al Network Ro uters.  This group of equipment provides  both

load balancing across multi-server applications and automatic fail-over for those multi-server

applications which are co nfigured with re dundant se rvers.  The secure socket layer (SSL) accelerators

relieve the applications servers of some  security functions, allowing the applications servers to op erate

at peak efficiency.  One of the internal network routers will be live and the other will server as a hot

standby.  Upon failure of the active unit, the hot standby will immediately and automatically become

active.  The hot standby also serves as the back-up for the firewall router, but manual intervention

would be required to switch it over to this service.

N Inward  Looking DNS/LDAP S ervers.  The core functionality for central computing security will be

provided by the internal D NS/LD AP serve rs.  At any given tim e, one will  be active and the other on

hot stand-by. In ca se of failure of the p rimary unit, the intern al network ro uters autom atically route

traffic to the hot-standby unit.  Note that the outward facing DNS/LDAP server in the firewall does not

have a hot stand-b y.  The hot sta nd-by interna l unit will serve as the back-up for the external unit, but

fail-over will not be automatic.

N SAN Switches and Data Storage Array.  The storage area network (SAN) switches allow a ll servers to

use one com mon data  storage array.  This means that any server can get to any disk file, allowing any

server to be reco nfigured qu ickly to take over the applications load of any failing  unit with access to

the data right up to the moment of failure.

N Backup Server and Tape Library .  Connecting the tape back-up system to the data storage array ensures

that all data will be covered by the back-up syste m.  Currently, U CS must co nnect tape b ack-up units

to various applications servers to p erform disk saves.

N Universal Spare Server.  One extra se rver would  be include d in the configuration in case a server had

to be taken completely out of service for repair or replacement.  In general, this should not be necessary

because the servers will be configured for hot swapping (i.e., there will multiples of every component

internal to a server, including processing units, disks, power supplies, and memory which can be

replaced while the server still is operating).  N ote that the spa re server is no t shown in  the configuration

diagrams shown in Attachment A.

Load balancing with automatic fail-over provides many configuration options.  For example, in a three-server

cluster, two serv ers might be a ctive with transactions being routed to the least busy (load balancing) while the

third server would be in hot standby mode (automatic fail-over) in case one of the active servers failed.  Because
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all servers have a ccess to the sa me set of disk d rives through  the SAN  switches, the stand by would  have

instantaneous access to the most rec ently modified  data as soo n as it was activate d.  The ca pability also is

available  when all servers in a cluster are active.  For example, two load-balanced servers could be sharing one

application.  Upon  failure of one, the  other would  take over the  entire load.  P erformanc e might suffer, b ut

processing could continue.  If the performance level was not acceptable for the criticality of the application,

another server cou ld be add ed to the cluste r, but this addition would n ot be nece ssary until this unacc eptable

performance level was reached.

As soon as P hase I imple mentation is co mpleted, a ll existing servers in the computing center (Alphas, ES-40 s,

and Linux and Windows servers) would be plugged into  the architecture  so that all application s would be nefit

from the additional security facilities this architecture provides.

  • Phase II – Electronic Mail Services

Phase II consists of implementing the servers that w ill support elec tronic mail in the  new architec ture.  UCS  is

recommend ing that e-mail be the first application implemented for  two reasons:

1. E-mail  actually will be the most complex application  to impleme nt because  the e-mail  packages do not

support file or record locking (all other applications use the Oracle databa se management system for

access to the disk files, and Oracle provides file and reco rd access c ontrols) so this fu nctionality will

need to be built  into the implem entation.  It will be much easier to implement and test this architecture

if there are not already other applications in the environment accessing the disk drive s.  The e-ma il

systems also are the m ost likely systems to  be attacked by hackers, allowing UCS security procedures

to be tested against them before other critical applications such as student record management are added

to the infrastructure.

2. When e-mail is implemen ted on the ne w servers, newaxe can be used to replace laurel as the

applications server in  the student administration ES-40  cluster.  This will increase the reliability of the

student processing hardware (laurel is eight years old) and all three of the computers (willow, newweb ,

and newaxe) will be newer ES-40s that each have the capacity to back up either of the other two.

There a re four com ponents in the  e-mail system::

N SPAM/virus e-mail filter.  The amount of filtering that must be performed is starting to slow the

performance of the current e-mail machine.  In the  new architec ture, filtering will be m oved on to its

own mac hine so that it will not inte rfere will the pro cessing of legitim ate mail.

N E-ma il sub farm .  There will  be three servers providing both IMAP and POP e-mail service: two load-

balanced active servers and one hot standby server with automatic fail-over.  The hot standby machine

also will be used as the back-up server to the filtering server, but fail-over will not be automatic.

N Mail  router and e-m ail datastore servers .  Two servers will be used to provide file and record locking

for e-mail system access to the datastore: one active and one hot standby with automatic fail-over.  The

mail router does not have a hot standby.  In case of failure, it can be by-passed until a replacement

router can be borrowed from TNS.

N Development and test servers .  Because  the “active” part of the e-mail system consists of two servers,

it will be necessa ry to have tw o servers for development and testing.  Eventually, there will be three

development and test serve rs which will  be used to support all applications in the entire infrastructure.

Laurel, as the “newest” and most powerful of the old Digital Alpha 2100 computers, will replace redwood as

Humb oldt’s instructional computing system.  The existing redwood, along with axe and sorrel, will be used as

spare parts and to expand laurel as necessary to ensure Humboldt has an effective instructional computing

capability until instructional support servers can be implemented as part of the new architecture.
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  • Phase III – Utility Services

Five utility services that have long been on the users’ wish list will be implemented as part of Phase III:

N Portal/authentication services.  UCS must implement the PeopleSoft portal for user navigation of the

Human Resources and Student Administration modules in  CMS .  Initially, implemen tation will be on

newweb , but eventually (no later than Phase V ) this service will be  moved in to the new enviro nment.

UCS also intends to  implemen t a general po rtal capab ility for the campus that also will provide

authentication services and  single sign-on for  all applications.  The configuration will consist of two

load-balanced active servers and one hot standby server will automatic fail-over.

N Collaborative services.  TechPlan 2003 identifies a universal messaging system (UMS), at least for

faculty and s taff , as a  high-prior ity project .  A UMS would  provide b oth We b-based a nd PO Ped e-m ail

service, allow e-mail to be treated as voice mail and voice mail to be treated as e-mail, replace

MeetingMaker (current provider of Humboldt’s appointments/calendaring system), support a shared

folder system, and inc lude a do cument ma nagemen t system.  The n eed for this pr oject is  becoming more

critical because M eetingM aker intends  to drop its C SU price  agreemen t next year and  negotiate dire ctly

with the individua l campuse s.  List costs for 1,0 00 cop ies of a UM S (sufficient for faculty and staff

needs) would  be about $60,000 for the license and $7,000/year for support.  On its own, Humboldt can

expect to negotiate a price of about $30,000 for 1,000  licenses.  Currently, Humboldt is awaiting the

outcome of a request for proposals issued by Cal Poly San Luis Obispo that will select a UMS on a

contract that will include CS U-wide p ricing that is expected to include significant discounts.  However,

the project budget presented in Attachment C includes the $30,000 f igure.  The UMS will require two

servers: one active server and one hot stand-by with automatic fail-over.

N Centralized disk storage for users .  The add ition of two serv ers (one ac tive, one hot sta ndby with

automatic  fail-over) wou ld allow UCS to offer central file service for users.  For example, users of the

Academ ic Computing (another division of ITS) interdisciplinary technology facilities or one of the

Colleges’ computing laboratories would be able to store their work on the central datastore with the

benefits  that the data would be available from any workstation with acce ss to the campus network and

the data would be protected as part of the regular tape back-up process.  The servers would provide the

file and reco rd locking n ecessary to su pport sha red files in this enviro nment.

N Departmental back-up services.  With the implementation of the Telecommunications Infrastructure

Initiative, Humboldt will have sufficient network capacity to allow departmental servers to be copied

to the central da tastore on a r egular basis.  Departmental data then would be saved as part of the regular

tape back-up process.  One server would be required for activating the departmental server transfer of

data to the central datastore.  A standby server would no t be necessa ry because  this system could

tolerate  some downtime and, if necessary, one of the centralized user disk storage servers or the

universal spare could be used if it was critical to copy a department’s data while the regular server was

out of commission.

N Electron ic report distribution services (ERDS).  With the ever increasing reliance on electro nic

documents,  Humbo ldt needs a stru ctured distrib ution service ( currently, ad hoc approaches are used

to support electronic distribution of documents over the network an d there still  is significant reliance

on printing reports and distributing them through campus mail).  A commercial ERDS would cost at

least $50,000 to license and require on-going supp ort payments.  UCS will implement an open source

solution on o ne active serv er with a hot stan dby.

Another SAN switch will be necessary in order to connect all these servers to  the central da tastore.  Add itionally,

these utility services will requ ire a sizable inc rease in central disk storage capacity.  However, these applications

do not require the same high-speed disk drives that the production services require.  UCS will add a slower

speed, lower cost disk array to c entral storage to support utility applications.



5
A replacement for the touch-tone/voice-response (TT/VR) system has not been included in the migration

plan.  The existing system is old, no longer supported by the vendor, and not compatible with the PeopleSoft system

being imp lemented u nder CM S.  A replac ement T T/VR  system will need  to be acq uired as pa rt of the CM S projec t.
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  • Phase IV – Instructional Support Environment

Phase IV consists of those applications specific to supporting instruction.  The components are

N Web services.  One server to support Web searching an d two serve rs (one active  and one h ot standby)

to support Web applications would be added.  The ho t standby co uld be reas signed if nece ssary to

replace the Web search engine.

N Instructional computing  support .  Two servers, both active, would be added to replace redwood.  Note

that Humboldt could continue adding servers to provide additional capacity up to the point that

Humboldt essentially would have a “mini-supercomputer” to support major research applications.  One

approach to adding this capacity w ould be to include funding for it in grant applications.  A second

approach would be for UCS to offer a central departmental server service – the departm ent would

purchase the server but UCS would locate and administer it centrally.  During evenings and other

periods when these servers were not required for departmental support, they could be reassigned to be

part of the mini-supercomputer complex.

N Course  management services. Instructional Media Services (IMS, another division of ITS) provides

course management services via BlackBoard on a two-server system operated by UCS. To move from

Humboldt’s current BlackBoard Basic license to a BlackBoard Enterprise license would entail one-time

costs of about $1 50,000  and on-go ing costs  of about $60,000/year.  IMS will continue supporting the

BlackBoard  Basic  license for at least 18 months at a cost of $10,000/year, but has implemented an open

source course management system with the first faculty beginning to use it this summer.  A three-server

configuration (two active, o ne standby)  is included to  support the open source course management

system, Based o n past expe rience with the inc rease in dem and for cap acity, this system may ne ed to be

larger by the time UCS implements Phase IV.

The implemen tation of Pha se IV serve rs will increase the  demand  for capac ity on the prod uction qua lity

datastore, so a major upgrade will be necessary.  Also, another server should be added to the development/testing

configuration.

At this point, all Alp ha 2100  compute rs will have been retired and one of the ES-40s in the student

administration cluster will be available as a spare.

  • Phase V – Administrative Support Environment

Phase V must be implemented before the current ES-40s in the student administration cluster reach the end of

their expected life in 2007/08 .  The administrative suppo rt environment will consist of two clusters:

N Campus production serv ers.  A three-server cluster (two active, one hot standby) is included to support

local bolt-ons to the CM S system and other local ad ministrative applications.

N Data  warehouse  servers.  A three-serve r cluster (two ac tive, one hot sta ndby) is includ ed to support a

local management information database.  This database will be derivative from the CMS production

database plus additional historical data.

To meet the cap acity requirem ents for the above servers, Phase V includes the addition of another SAN switch

and a major upgrade to the production quality datastore.

At the completion of Phase V, and assuming that Humboldt will have completed the implementation of the CMS Student

Administration modules, the current central computing environment will have been replaced almost in its entirety 5 by the
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new clustered server environment.  UCS will be able to refresh and expand the new clustered server environment

incrementally by adding components rather than having to replace whole systems as is now the case.

Schedule and Costs

The equipment costs for the five Phases are given in Attachment B.  Actual project expenditures are dependent on the

implementation schedule.  From the UCS perspective, the ideal implementation schedule would be to  begin

implementation of Phase I during 2003/04, do one Phase per year, and complete Phase V during 2007/08.

A proje ct budget fo r this five-year imple mentation sc hedule is  given in Attachment C.  Although most items should be

self-explanato ry, some ad ditional com ments may b e useful:

  • Personnel Expenses

As mentioned on page 2, UCS only has one systems administrator and he cannot keep up with the current

workload.  UCS cannot start this datacenter migration project unless  it can hire another systems administrator.

Whether UCS can implement all new services with open source software or must implement some commercial

software, there will be several new, large application s to suppo rt.  Starting in Pha se III with the implementation

of the new utility servers, UCS will need another analyst/programmer.

  • Operating Expenses

UCS intends to replace servers at the end of their three-year warranty.  This is because the warranty includes

coverage for the Linux operating system (this assum es UCS  will use the Red  Hat versio n of Linux, whic h is

endorsed by most major hardware manufacturers).  If UCS keeps servers beyond their warranty period, UCS w ill

need to buy operating system support. It is much more cost-effective to replace the servers.  This is not true for

the other hardware components, including the disks, storage area network switches, network routers, and tape

back-up system.  Maintenance co ntracts for these units will be required.  Because  this equipment is not expected

to be warranted for more than one year, and possibly for less, maintenance costs are shown starting immed iately.

  • Hardware Expenses

A refresh cycle of three years is shown for the servers because of the need to ensure operating system support

as described above.  The refresh cycle for the other hardware comp onents is show n as seven yea rs.  This

probab ly can be stretched to ten years.  Extending to ten years will not change the implementation costs but will

reduce the on-going refresh co sts in the out years.

  • Project Savings

Savings result from the elimination of existing expenses.   The most immediate of these is the central computing

hardware budget.  Currently $40,000/year is budgeted for refresh/upgrade of central computing hardware.  Based

on the implementation schedule recommended, these funds can be redirected to support this project.  The other

major savings shown is the annual license fees to SCT for Banner student administration products.  These fees

will disappear once Humboldt implements CMS Student Administration and can be redirected to supporting the

project.

There are other potential savings available.  For example, the Chancellor’s Office currently takes $60,000/year

off the top of Humboldt’s allocation to support the IA Financial Records System (FRS).  When all campuses

have converted off FRS and the Chancellor’s Office can close its FRS support office, these funds should be

returned to the campus.  However, there is no agreement in place that this will happen, and these funds are not

shown as savings in the budget attachment .  Similar ly , Humboldt is being bi lled off  the top for  central CMS

implementation costs.  Again, the re is no agree ment in place that these funds will revert to the University when

the CMS implementation is complete.


